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Neural network coding of natural images
with applications to pure mathematics

Christopher J. Hillar and Sarah E. Marzen

I. INTRODUCTION

The purpose of this chapter is to explain how a biologically-inspired decomposition of natural image patches [39], [62] can
inspire interesting and even useful mathematics. In the process, we shall interact with several applied fields such as signal
processing, neural memory modeling, statistical learning theory, and information theory. Our starting point is the problem of
lossy digital image compression, a subject clearly having immediate practical applications to several industries but not usually
associated with abstract mathematics or neural networks. Nonetheless, this engineering problem and a neural network approach
to solving it can yield theorems (and open problems) at the interface of several mathematical and scientific disciplines.

To date, the field of lossy image compression has been mainly dominated by so-called linear coding methods. Typically,
these schemes operate on 8× 8 grayscale (8-bit) image patches x ∈ {0, 1, . . . , 255}8×8 ⊂ R64 and approximate them as:

x ≈ c1b1 + · · ·+ ckbk, (1)

using a particular basis B = {b1, . . . ,b64} ⊂ R64. The number k = 1, . . . , 64 of real coefficients {c1, . . . , ck} ⊂ R chosen to
code x determines the compression level or quality, much as projecting data onto its top components in a principal components
analysis (PCA) reduces its dimensionality. Commonly, the discrete cosine transform (DCT) basis is used for B (e.g., JPEG
[103]), but others are also popular, such as wavelet bases (e.g., JPEG 2000 [87]) or those learned from natural data (e.g., PCA
or ICA bases [9]). In the case of the DCT basis, the first term c1b1 represents the mean (“DC component”) of the patch, while
the other terms correspond to weighted 2-D sinusoidal features bk of increasing spatial frequency (see Fig. 5a).

Here, we explore a recent alternative1 to linear coding that uses a discrete recurrent neural network (DRNN) trained on
natural data to compress grayscale images. The main idea is deceptively simple: decompose an image patch x into a mean µ,
a standard deviation σ, and a discrete structure D computed from the attractor of a recurrent network dynamics; that is,

x ≈ µ+ σD. (2)

In Fig. 1, we display two example codings using the scheme, while Fig. 4b summarizes in more detail all of its main components
(elaborated upon in Section III below). Whereas many lossy coders utilize linear algebra to represent the vast number 2512 of
possible 8× 8 image patches, the DRNN model gets its expressive power from an exponential repertoire of structures D.

Although able to compress images at high perceptual quality with competitive rates, this new DRNN coding strategy faces
a number of conceptual challenges that arise from conventional intuition for discrete networks and image processing. Most of
these concerns are summarized in Table I and resolving them required either new results or better understanding of old ones.
In fact, this chapter represents an attempt to rigorously address each of the puzzling issues that are raised in this table.

Our first hurdle for approximating patches using a formula such as (2) is that the classical auto-associative neural network
used to determine the discrete structure D has long been believed to have a capacity limitation of at most 2 memories per
neuron [16]. Such a constraint represents a major obstacle for the method since it limits the number of possible expressions (2)
for reconstructing image patches. Contrary to popular belief, however, robust storage of an exponential number of attractors
is not only possible in such architectures but also can be learned directly from exceptionally small amounts of data [41]. This
surprising mathematical finding is described in Section II.d (specifically, Theorem 1) and provides intuition for how special
connectivity structures and pattern collections allow networks to violate known capacity bounds.

Second, we confront several concerns involving the modeling of structure in natural image data. One issue is that the
network (seemingly) should only be able to capture “second-order” structure since the underlying maximum entropy model
is determined by its mean and covariance, whereas “higher-order” statistics appear to be fundamental for human perception.
Another is that while the DRNN scheme performs well when a standard perceptual similarity measure [105] is used to quantify
reconstruction quality (Fig. 6bd), it is usually worse than JPEG when using a mean-squared pixel error (Fig. 6a).

To better understand how the DRNN utilizes its statistical model of natural data to compress at such high perceptual fidelity,
we performed a rate-distortion (RD) analysis in the more manageable case of coding 2 × 2 image patches. Using this tool
from information theory, we find that the deterministic poset structure of the DRNN dynamics, rather than precise statistical
model fit, is key to understanding its high-quality lossy coding of images. In particular, we demonstrate that despite all of the
issues formulated in Table I, a DRNN coding of 2× 2 discretized natural image patches is near-optimal (Fig. 9).

1The literature also contains other diverse approaches to lossy image compression; e.g., fractal [48], neural networks [19], compressed sensing [32].
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Fig. 1. Compressing grayscale images with a discrete recurrent neural network (DRNN) trained on natural data [39], [62]. A digital
image to compress is first tiled into non-overlapping 4× 4 patches and then means µ and standard deviations σ are extracted per patch. The
remainder of each patch is then represented by an ON/OFF ternary (white, gray, black) attractor of the neural network, which is entropy
coded. To reconstruct the image, each memory is replaced with a continuous representative (e.g., Fig. 5b), and means and standard deviations
are restored. a) 256× 256 “cameraman”; 64× 64 patch means µ and standard deviations σ. b) 512× 512 “baboon” with additive Gaussian
white noise (s.d. 5); 128× 128 µ, σ. Coding quality of this image matches JPEG as shown in Fig. 6b (“baboon noisy”).

Finally, most compression methodologies view natural images as continuous objects, which are to be approximated by sparse
linear combinations of continuous “basis functions” with real-valued coefficients that require quantization. On the other hand,
the DRNN approach reconstructs an image patch using a single binary structure and two patch statistics, thereby taking a
fundamentally discrete view of natural images. Although rather uncommon in image processing applications, this perspective
is partially justified by Theorem 3 in Section VII, where we prove quite generally that optimal codings (in a rate-distortion
sense) of continuous input signals usually have discrete reproduction distributions. Discovered decades ago in various contexts
[90], [26], [76] but largely ignored, this striking observation opens up several opportunities for new mathematics and algorithms.
Here, we correct small gaps in previous proofs of the theorem and also generalize it somewhat. We remark that it is already
a very difficult math problem to determine the finite number of points that optimally code these discrete distributions given
a desired distortion. For an example of how surprisingly complex such codes can be, see Fig. 10 where we display optimal
output alphabets of size less than ten for coding the uniform distribution with a mean-squared distortion.

The organization of this chapter is as follows. In Sections II and III, we provide the necessary background for understanding
the DRNN coding scheme of [39]. The next sections then go on to present in-depth investigations of the concerns outlined in
Table I. A final summary of our resolutions to Table I can be found at the end of this chapter in Table II.

II. DISCRETE MEMORY MODELS IN NEUROSCIENCE

The key object in this chapter will be a symmetrically-connected McCulloch-Pitts [59] linear threshold binary recurrent
neural network, otherwise known in the literature as a Hopfield network [43] or a single-layer auto-associative perceptron [77]
with symmetric weight matrix. This classical discrete model of neural computation had a significant impact on several domains
other than neuroscience. For instance, it was the single work cited (twice) in computing pioneer John von Neumann’s design
of the first electronic stored-program computer architecture (EDVAC) [102].
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Conventional Wisdom Conceptual Issue §
The collection of possible natural images is vast Neural networks typically store a small number of memories II

DRNN coding is worse than JPEG on mean-squared error (MSE) DRNN fit to distribution of input rather than minimizing MSE III,IV
Natural images have “higher-order” statistical structure Lenz-Ising models are determined by mean and covariance IV

Good lossy compression should require good models of data Lenz-Ising imperfectly models discretized natural images V,VI
Natural images are continuous objects Discrete neural networks code for discrete alphabets V,VII

TABLE I
ISSUES FACING DRNN CODINGS OF NATURAL IMAGES. (SEE TABLE II FOR RESOLUTIONS).

The original intent of the authors of [59], though, was primarily to model the computation of synapses and spiking neurons
in a brain (e.g., Fig. 4a). Thus, their ability to simulate a calculus for propositional logic using a “theory of nets” or to emulate
Turing machines [98], a mathematical model of computation, was mainly a proof-of-concept for their approach to neuroscience
theory. See [72] for a close analysis of this work and its implications for natural philosophy and the history of science.

We first describe the underlying model of data in these neural networks and then explain some of their properties.

A. Lenz-Ising model

Our starting point is the non-ferromagnetic2 Lenz-Ising model [47] from statistical physics, more generally called a Markov
random field in the machine learning literature, and the underlying probability distribution of a fully observable Boltzmann
machine [1] in artificial intelligence. This discrete distribution has as states all length n binary column vectors, with the
probability p(x) of a particular state x = (x1, . . . , xn) ∈ {0, 1}n determined by the parameterization:

p(x) :=
1

Z
exp

∑
i<j

Wijxixj −
n∑
i=1

θixi

 =
1

Z
exp (−Ex) , (3)

in which W = W> ∈ Rn×n is a symmetric matrix with zero diagonal (the weight matrix), the column vector θ ∈ Rn is a
bias or threshold term, and Z =

∑
x exp(−Ex) is the partition function (which normalizes p to sum to 1).

It is often useful to view the expression inside the exponential of (3) as the negative of an energy function:

Ex := −1

2
x>Wx + θ>x. (4)

States x with low energy (4) appear often when sampling from (3). We also remark (see [17, Theorem 12.1.1] and Section IV)
that (3) is the maximum entropy3 distribution on binary vectors given its first- and second-order statistics (mean and covariance).

B. Hopfield networks

Discovered first by Pastur and Figotin [70] as a simplified spin glass [21] in statistical physics, the Hopfield model [43] is
a recurrent network of n McCulloch-Pitts [59] binary neurons that can learn to store at least n/(4 lnn) distributed memories
[61]. This model and its earlier incarnations (e.g., [2]) have been studied intensely in neuroscience theory and physics [93].

Formally, a Hopfield network on n nodes {1, . . . , n} is a Lenz-Ising model equipped with recurrent dynamics on states
defined as follows. A dynamics update of x consists of replacing (in some fixed order through all nodes) each xi in x with:

xi =


1 if

∑
j 6=iWijxj > θi,

0 otherwise.
(5)

We call Fi :=
∑
j 6=iWijxj the feedforward input to node i. Update (5) was inspired by consideration of communication

possible between elements of nervous tissue, and such a computational unit is usually called a linear threshold McCulloch-Pitts
neuron. We write the relation x � y for network states x,y if m dynamics updates take y to x for some m ≥ 0. It is important
to note that as defined above, updates are asynchronous, and thus depend on an ordering of the nodes.

A fundamental property of Hopfield networks is that dynamics does not increase energy Ex, evident from

∆Ei = −∆xi(Fi − θi),
where ∆Ei (resp., ∆xi = 0,±1) is the energy (resp., bit) change at node i after one step (5) in a dynamics update. Hence,
after a finite number of updates, each initial state x converges to its attractor x∗ (or memory), which is a fixed-point of
the dynamics. Sometimes this property is expressed by saying that the energy Ex is a “Lyapunov function” for the network

2In the literature, “non-ferromagnetic” refers to the fact that all-to-all and positive or negative connectivity is allowed in the network, unlike the classical
model which has “nearest-neighbor” connectivity for nodes on a square lattice.

3Maximum entropy models [49] such as the Lenz-Ising model appear often in science; e.g., [80], [83], [64]. Importantly, few samples are needed to
determine them with high fidelity [29], [13], [42].
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Fig. 2. Hopfield networks. a) Energy landscape and poset structure. Consider a symmetric McCulloch-Pitts network of two neurons with
weight J and threshold θ. Each binary state x = (x1, x2) has an energy Ex. Arrows represent iteration of network dynamics (5) through
node x1 and then x2; resulting memories (attractors) x∗ are indicated by black circles. b) Exponential storage and hidden cliques [41].
(Bottom) One 64-clique on 128 vertices (of ≈ 1037) is described by its symmetric binary adjacency matrix. (Top) The same graph with
20% of its edges/non-edges randomly flipped (corrupted). One iteration of dynamics uncovers the original clique.

dynamics. Another common and useful intuition is that the dynamics is an inference technique, “freezing” a noisy version of
a memory into a probable nearby state. See Fig. 2a for energy landscapes of some small networks.

A natural mathematical structure emerges when studying the deterministic dynamics in these DRNNs.

Lemma 1 (DRNN posets). The dynamics relation x � y makes {0, 1}n into a partially ordered set.

Proof. The relation � is reflexive since m = 0 takes y to itself. It is also antisymmetric because if m updates take y to x
and m′ updates x to y, then m+m′ of them take x to itself; hence, x is a fixed-point, implying that x = y. And finally, if
x � y and y � z, then it is easy to see that x � z, so that the relation is transitive.

Even though Hopfield networks are well-studied, many basic questions about them remain open, such as the average time
for dynamics to converge. We state one folklore experimental finding as a conjecture.

Conjecture 1. Dynamics in Hopfield networks converge to attractors in time that is usually logarithmic in network size.

C. Learning in DRNNs
A basic problem is to construct Hopfield networks with a given set X (or multiset – so that X forms a probability distribution

q) of binary patterns as memories (i.e., local minima of Ex). Such networks are useful for memory denoising since corrupted
versions of patterns in X converge through the dynamics to the originals. Note that there are already necessary restrictions for
attractors X; for instance, as the reader can verify, no two attractors can be a single bit apart.

Traditional approaches to this problem consist of iterating over X a learning rule [37] that updates the network’s weights and
thresholds given a training pattern x ∈ X . In [43], the outer-product learning rule (OPR) for finding such networks was used
to store at most n/(4 lnn) patterns without errors in an n-node network [61]. This “one-shot” method for storing collections
of patterns essentially assigns weights between neurons to be their correlation, an early idea in neuroscience [55], [36] that is
usually called “Hebbian learning”. The perceptron learning rule (PER) [77] provides an alternative method to store patterns
in a Hopfield network4. Unlike OPR, it achieves optimal storage capacity, in that if it is possible for a collection of patterns
X to be memories of a Hopfield network, then PER will find parameters for which all of X are memories. Another common
(optimal) method is the “Least Mean Square” (LMS) or “Delta” rule, attributed to an early paper by Woodrow-Hoff [106] but
applied in many other contexts (e.g., psychology [75]). A list of these methods can be found in Fig. 3.

To estimate Hopfield networks from data, instead we use an objective [40] inspired by the recently developed minimum
probability flow (MPF) technique [91] that avoids computation of the partition function Z. The MPF objective we use here is:

KX(W, θ) :=
∑
x∈X

∑
x′∈N (x)

exp

(
Ex − Ex′

2

)
, (6)

in which the neighborhood N (x) consists of those vectors which are Hamming distance 1 away from x (i.e., having exactly
one bit different from x). The function (6) is smooth, consists of only n|X| terms, is jointly convex in the parameters, and can
be minimized using standard gradient methods (e.g., the limited-memory Broyden-Fletcher-Goldfarb-Shanno algorithm [66]).

4In PER, the change in weights is proportional to the desired node value minus the updated node value.
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Local learning rule Inception Principle
Outer-Product (OPR) 1933 [55], 1949 [36] Spike correlations as weights
Perceptron (PER) 1958 [77] Supervised pattern storage
Least Mean Square (LMS) 1960 [106] Descend error function objective
Min Probability Flow (MPF) 2011 [91], [40] Descend density estimation objective

Fig. 3. Learning rules to train auto-associative networks of binary linear threshold neurons.

We call a descent down the gradient of (6) given a single pattern X = {x} the MPF learning rule. Parameter changes are:

∆Wij ∝ −xj∆xie
1
2 ∆xi(Fi−θi) and ∆θi ∝ ∆xie

1
2 ∆xi(Fi−θi). (7)

After learning, the weights are symmetrized to (W + W>)/2, which preserves the energy E and endows the DRNN with
only fixed-point attractors. As these directions descend the gradient of a smooth convex function, traversing them can be very
fast [35]. Note that setting ex ≈ 1 gives an outer-product type rule; thus, (7) can be seen as a generalization of OPR learning.

The following proposition is elementary, but important for linking this MPF objective to optimal memory storage. We say
that x is a strict local minimum if every x′ in N (x) has larger energy:

Ex − Ex′ < 0. (8)

From (5) and (8), it follows that strict local minima are fixed-points of the dynamics.

Proposition 1. If a set of binary vectors X can be stored as strict local minima (8) of a Hopfield network, then minimizing
the convex MPF objective (6) will find such a network.

Proof. We first claim that X can be stored as strict local minima of a Hopfield network if and only if the MPF objective (6)
satisfies KX < 1 for some W , θ. If parameters W and θ have (8) hold for each x ∈ X and x′ ∈ N (x), then a uniform scaling
in the parameters will make the energy differences in (6) arbitrarily large and negative; thus, KX can be made less than 1.
Conversely, if KX < 1 for some choice of parameters, then each term in the sum of positive numbers (6) is less than 1. This
implies that each x ∈ X and x′ ∈ N (x) satisfies (8) so that X are all strict local minima. Suppose now that X can be stored
as strict local minima of a Hopfield network. By the claim, any method producing parameters with objective (6) arbitrarily
close to the infimum of KX produces a network with MPF objective less than 1 and therefore memorizes X .

Typically, networks trained on input patterns X will have many more memories than elements of X . Nonetheless, in practice
these additional spurious minima usually have shallow basins of attraction and are not easily reached (but see Theorem 1).

D. Exponential memory and error-correcting codes

Eq. (2) suggests that the number of different structures D coding for image patches should be large for sufficient expressive
power, but [43] showed experimentally that ≈ .15n dense binary patterns (generated uniformly at random) can be stored with
OPR in an n-node network if some fixed percentage of errors in a recovered pattern were tolerated. Since then, improved
approaches for fitting Hopfield networks have been developed; however, independent of method, arguments of Cover [16] can
be used to show that the number of such generic patterns storable in a Hopfield network (or more generally, a perceptron)
with n nodes is at most 2n. Interestingly, if the generic patterns to memorize are sparse (i.e., have few nonzero entries), then
nearly a quadratic number of them can be stored [3].

It is still possible for certain Hopfield networks to have exponentially large collections of highly structured (“non-random”)
memories. For instance, choosing weights for the model from a standard normal distribution makes n-node networks with
≈ 1.22n memories asymptotically [94], [34], [60]. Although a generic network has exponential capacity, its basins of attraction
are shallow and difficult to predetermine from network parameters, leading researchers to speculate that such spurious minima
are to be avoided. The surprising finding below that special connectivity structures allow for DRNNs with robust memories in
an exponential number of combinatorial configurations (e.g., cliques in graphs) opens up new possibilities.

Theorem 1. ([41]) McCulloch-Pitts DRNNs on n nodes can learn to robustly5 store ≈ 2
√

2n+1
4

n1/4
√
π

memories.

The robustness aspect of Theorem 1 says that these networks have large attraction basins around an exponential number of
memories. Fig. 2b shows the denoising of an example corrupted memory using only one iteration of the network dynamics.

Another lens with which to view this result is the field of coding theory. Namely, Theorem 1 provides an efficient set of
Shannon optimal [82] low-density error-correcting codes that can be obtained from training on very small amounts of data

5More precisely, we say that a sequence Bn of binary pattern collections is robustly stored by an n-node DRNN if a pattern in Bn having αn of its
bits altered at random can be recovered (with probability limiting to 1 as n → ∞) by converging the network dynamics, where 0 < α < 1 is a constant
independent of n. In this sense, randomly generated networks do not have robust storage because the number of bits of corruption tolerated in memory
recovery does not even increase with the number of nodes.
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Fig. 4. DRNNs coding for natural signals. a) McCulloch-Pitts network modeling somatosensory “hot and cold illusion” [59]: A heat
sensation (HS) neuron fires if and only if the heat reception (HR) neuron fires or cold reception (CR) fires once and then immediately
ceases firing. On the other hand, when CR fires twice in succession, the cold sensation (CS) neuron activates. b) ON/OFF DRNN trained
on ternarized natural image patches performs image compression [39]; see Section III for a detailed summary of the scheme.

(i.e., randomly generated cliques). See [25] for a related approach to error-correcting codes using DRNNs, [57] for a reference
on interactions between learning and coding theory, [14] for a review of neural memory theory more generally, and [101]
for a classical yet still poignant look at the problem of the mathematics underlying brain computation. We also remark that
estimating DRNNs can aid in the unsupervised discovery of reoccurring spatiotemporal patterns in noisy neural data [38], [22].

III. NATURAL IMAGE CODING WITH A DISCRETE NEURAL NETWORK

Inspired by the application of maximum entropy modes in computational neuroscience (e.g., in retina [80], [83]), a DRNN
consisting of “ON” and “OFF” neurons was developed in [39] for compressing natural images. The main idea there was that
image patches appear to be well-described perceptually by a decomposition (2) into three components: a patch mean, a patch
variance, and a pattern computed using a Hopfield network of ON/OFF neurons trained on natural data. Although neural
networks have been used for various image processing tasks by many previous researchers [23], we note that there are only a
few papers using Hopfield DRNNs for lossy compression of digital images [65], [54].

The first step of the process is to ternarize millions of grayscale L × L patches from an image database (later, we will
approximate the resulting data distribution with a Lenz-Ising model). To do this, we first remove the mean of each patch and
then scale its variance to be 1. We call such a patch normalized (NP). Next, we discretize each pixel x in such a patch to
a pair of abstract neurons (ON,OFF ) ∈ {0, 1}2 according to a parameter α ≥ 0. When x > α, the discretized pixel is
assigned (ON,OFF ) = (1, 0); similarly, when x < −α, we have (ON,OFF ) = (0, 1); and finally, when x ∈ [−α, α], we
set (ON,OFF ) = (0, 0). (The parameter α is chosen such that 2α is the smallest possible absolute difference in intensity
values.) We can thus convert any grayscale L × L image patch into a binary vector of length 2L2. When no pixel has
(ON,OFF ) = (0, 0) or when all of them do, we call the patch binary.

Exercise 1. By minimizing probability flow (6) (e.g., with constant thresholds θi = 1), determine network parameters storing
all binary patterns in an L× L network of ON/OFF neurons. (Compare with Fig. 7a, “Constructed (MPF)”.)

The 2L2-bit DRNN is then trained using MPF estimation on millions of discretized normalized patches. After learning,
the network acts deterministically on ternary patches by converging its recurrent dynamics (each ON/OFF pair is viewed as a
single unit for the asynchronous dynamics). In Fig. 7b, we display examples of these dynamics landscapes in the L = 2 case.
It was found that such networks have all binary patches as memories, and that these primitives are good feature labels for
image compression. Specifically, a converged, ternarized NP (i.e., binary patch) is remapped to a continuous one by averaging
over all natural patches those NPs with that binary patch as DRNN output. Examples are shown in Fig. 5 for L = 4.

To perform compression, a grayscale digital image is broken up into non-overlapping L × L patches, and then each patch
is independently decomposed into a mean, a standard deviation, and L2 (ON,OFF ) neurons. Means and variances are saved
losslessly as “Portable Network Graphics” (PNG) files, while converged discretized patches are encoded with an entropy coder
(e.g., a Huffman code [17]) to get bytes on disk. For reconstruction, each binary patch is replaced by its continuous normalized
representative RNP and then means and variances are restored. The mechanics of the scheme are illustrated in Fig. 4b. In
addition, several codings and their performance can be found in Figs. 1 and 6, respectively.

Focusing on small natural image patches necessarily ignores larger-scale structure in the full image [11], [51], but nonetheless
makes for a compression algorithm that matches JPEG perceptually (Fig 6bd). The theory of rate-distortion can validate (at
least in the L = 2 case) this scheme [62], as we shall see in Section VI. We note that many other workers have also developed
models of the structure in small natural image patches (e.g., [71], [52], [33], [12], [79]).
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Fig. 5. Example “bases” for image compression. a) Linear: The DCT basis {b1, . . . ,b64} commonly used in linear coding, b) Discrete:
Likely (Top) / Rare (Bottom) memories (Mems) and recovered normalized patches (RNPs) in a 4× 4 ON/OFF net; see Fig. 4b.

IV. NATURAL IMAGE PATCH MODELING

A cat raised in a deprived visual environment will have differently tuned neurons than a cat raised in the wild [45]. One
common hypothesis for such findings in neuroscience and psychology research is that brains adapt to efficiently process input
from stimuli. Formal definitions of such “efficiency” have led to a variety of normative principles of brain function and behavior
(see, for instance, [5], [6], [99], [85], [53], [15], [95], [28], [86], [68]). In particular, there is evidence that the visual pathway
in humans is adapted to efficiently process natural images [84]. Here, we explain how RD theory can be applied to validate
such ideas, and then show its practical application to evaluating DRNN codings of 2× 2 ON/OFF patches.

Natural images are a good dataset for experimenting with this hypothesis since they are highly structured in ways that
are surprisingly consistent across contexts. The best known of these regularities is the behavior of the orientation-averaged
power spectrum S(f) at different spatial frequencies f . For any given natural image, this statistic closely follows a power law:
S(f) ∼ 1/f2 [24], [78]. Equivalently, amplitudes of Fourier coefficients fall off as ∼ 1/f , and so truncated Fourier expansions
(1) of natural images have diminishing error. This empirical fact provides a loose explanation for the success of linear coding.
We remark that more generally characterizing the higher-order statistics – i.e., higher than pairwise correlations – of natural
images is an active research area (e.g., [67], [46], [7], [100], [44], [96]).

It is clear that recognizing objects requires more than a power spectrum; thus, in some sense, it is obvious that the higher-order
statistics of natural images should have affected our visual pathways. In fact, there is evidence that this is even true locally:
humans are sensitive to higher-order statistics in small patches [30]. Accordingly, the commonly used perceptual distortion
measure SSIM [105] also depends on the higher-order statistics of patches through its structural similarity comparator. One
would therefore expect that a perceptually useful model of natural images should be effective at explaining higher-order statistics
in natural images. In particular, one would expect the model underlying the coding in Section III should capture these statistics.

Recall that a discretized L× L image patch is identified by a binary vector x = (x1, . . . , xn) of length n = 2L2. A model
p(x) of these discretized patches will summarize q(x), the frequency at which x is observed in a large ensemble of natural
images, and better statistical models will have smaller distances between these two probability distributions. Of course, zero
distance between model and data is trivially possible by setting the model to be a histogram of the data. However, this is not
very useful, as a model should summarize the data in some way. Thus, researchers commonly set p(x) = fΘ(x) to come from
a parametrized family of distributions, and then search for a Θ∗ that minimizes a distance between q and fΘ.

One common choice for this distortion measure is the (asymmetric) Kullback-Leibler divergence,

DKL[q‖p] :=
∑
x

q(x) log
q(x)

p(x)
, (9)

so that Θ∗ would satisfy:
Θ∗ = arg inf

Θ
DKL[q‖fΘ]. (10)

We note that DKL has an interpretation in coding theory as the number of extra bits required to code the data when the code
has been optimized for the model [31]. Finding such Θ∗ also maximizes L :=

∏
x p(x)q(x), the likelihood of the data.

Recall in Section III that we set p to be a Lenz-Ising distribution with weights W and thresholds θ; see (3). This distribution
captures first- and second-order statistics of the data, but no higher-order dependencies. For completeness, we next sketch this
well-known connection relating maximum likelihood estimation, minimization of DKL, and the matching of statistics.

The Kullback-Leibler distance between data and model can be written (Shannon entropy H is defined in Section V):

DKL[q‖p] = −H[q] +
∑
x

q(x)Ex + logZ.
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Fig. 6. DRNN compression performance. Standard images “boat” / “baboon” and low noised versions: a) Mean-squared error, b) Mean
structural similarity SSIM [105]. Non-standard images: c) MSE, d): Mean SSIM. “Noisy” versions of images refer to additive Gaussian
noise (boat, baboon: σ = 7.5, 5), “Binary” versions refer to binarization about the mean intensity of the entire image, the “Bernoulli” image
was generated using fair coin flips at each pixel, the “Gaussian” image was generated by draws of a standard normals at each pixel, and the
“pink” noise image was generated to have the same correlation structure as continuous natural images.

Since ∂Ex

∂Wij
= −xixj and ∂Ex

∂θi
= xi, maximum (log) likelihood estimates of weights Wij come from minimizing DKL:

0 =
∂DKL[q‖p]
∂Wij

= −〈xixj〉q +
∂ logZ

∂Wij
=⇒ ∂ logZ

∂Wij
= 〈xixj〉q,

where 〈·〉r denotes an average with respect to a distribution r(x). Similarly, maximum likelihood estimates of θi come from:

∂ logZ

∂θi
= 〈xi〉q.

Finally, notice that
∂ logZ

∂Wij
=

1

Z

∂Z

∂Wij
=

1

Z

∑
x

∂(e−Ex)

∂Wij
=
∑
x

p(x)xixj = 〈xixj〉p,

and similar manipulations show that ∂ logZ
∂θi

= 〈xi〉p. Together with previous expressions, it follows that optimal DKL parameters
are precisely those for which the model has the same first- and second-order statistics as the data:

〈xixj〉p = 〈xixj〉q and 〈xi〉p = 〈xi〉q.
Similar results hold for other maximum entropy models (see also [20, Proposition 2.1.5]).

The minimum probability flow distance from Section II.c is related to Kullback-Leibler divergence, though parameters from
maximum likelihood estimation may not be exactly equal to those obtained from MPF (in practice, they are quite close).
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a

Natural Images Whitened

Constructed (MPF)

All 81 ON/OFF

Natural model Whitened model
b

Fig. 7. DRNN coding of ternarized patches. Consider computing R(D) for coding the empirical frequencies of ON/OFF ternarized 2 × 2 natural image
patches from the van Hateren image database [100] with a Hamming distance distortion. a) Lenz-Ising model vs. data. The top middle template image shows
how 2× 2 ON/OFF ternary patches x are ordered in the other images in a; e.g., the all-OFF (all-black) patch is shown at top left template corner. All other
5 images show either p(x) (bottom row) or q(x) (top row) via the shading on a given patch’s location. For instance, the frequency of the all-black patch for
the “constructed” model is ≈ 0.075 according to the colorbar at top right. The top left and bottom right ON/OFF patches are zero except for the constructed
network because they do not occur in the data (consider how the scheme in Fig. 4 would produce such a pattern). b) DRNN deterministic codebooks. In
each matrix, rows index x̃ and columns index x; ordering of the 81 states is left-to-right down rows of 2× 2 ON/OFF key in a. Black (resp. white) pixels
represent a value of 1 (resp. 0) in the matrix. Natural image: (Top) p(x̃|x) = δx̃,x∗ from Hopfield networks fit to natural image patches have coding rate
R = 3.63 bits and expected distortion D = 0.0549. Whitened natural image: (Middle) have coding rate R = 3.63 and distortion D = .0549 (relative to
natural data x). Constructed: (Bottom) fit to all non-gray binary patterns have rate R = 3.61 and D = 0.172 (relative to natural data).

The above analysis illuminates one of the concerns from Table I. The model underlying the DRNN compression scheme
in Section III should capture perceptually relevant higher-order dependencies in natural image patches, given its performance.
However, as we have just seen, the model only captures second-order structure. It follows that the correlations in ternarized
patches (and of the estimated Lenz-Ising model) should contain information about higher-order statistics in natural images. To
test this hypothesis, one can whiten6 natural images and then retrain the DRNN on this uncorrelated input, as was done in
[62]. The finding is that the DRNN is similar and the scheme’s performance is unaffected, largely confirming the hypothesis.

Another issue, as can be seen from Fig. 7a, is that the resulting Lenz-Ising model when fit to natural data is not an exceptional
match. If the two distributions were very similar, then the matrices in the top row should match the models displayed in the
bottom row. Instead, we see that the model distributions correctly estimate the locations of the local maxima of the data, but
fail to precisely match the frequencies (i.e., underestimating high empirical probabilities and overestimating lower ones). We
shall explain a partial resolution to this second issue next in Section VI, after a short digression in rate-distortion theory.

V. RATE-DISTORTION THEORY

Information theory is often thought of as a framework for transmitting and decoding signals without losing any information.
Nevertheless, one can also speak about the regime in which information is lost, and the subfield of rate-distortion theory
quantifies the tradeoff between the size of a representation and its fidelity. We shall use RD theory to test the quality of the
proposed deterministic codebook from Section III, and we hope that its brief explanation below is adequate for the reader.

More precisely, consider the following classical setup: an information source sends N symbols x1, . . . , xN to an encoder,
where xi belong to an alphabet X and N can be arbitrarily large. The encoder, upon receiving N symbols, sends one of M
codewords to a decoder. As N grows larger, the number of possible codewords that could be sent grows larger as well. The
absolute rate of the encoding is defined as (log2M)/N bits per input symbol.

6By Fourier transforming the original image and flattening the amplitude spectrum; this sets correlations between disparate pixels to be zero.
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Given a codeword, the decoder then turns it into a reproduction sequence x̃1, . . . , x̃N , with x̃i in X̃ . A user specifies a
distortion function d : X × X̃ → R≥0 that quantifies the error in a reproduction sequence. With a such a function, we can
compute an average distortion d̄ := 1

N

∑N
i=1 d(xi, x̃i) between the input and decoder output.

Larger average distortion is undesirable, but so is larger absolute rate. Intuitively, there must be a tradeoff between the two.
Achieving zero distortion requires copying the input, with a minimal rate of H[X] (defined below) bits per symbol. If there are
strong constraints on encoder complexity, then we will necessarily incur large distortion. The problem of determining optimal
encoders and decoders at rates and distortions between these two extremes gives rise to the rate-distortion function.

Definition 1. An asymptotically achievable rate-distortion pair (R,D) is one such that for any ε > 0, there is an encoding
such that R < (log2M)/N + ε and P(d̄ > D + ε) ≤ ε. The rate-distortion region in R2 is the subset of all such pairs.

The subset of R2 defined above is closed and convex (e.g., [107, Theorem 8.12], [8, Theorem 2.4.1]). Thus, the rate-distortion
region is typically described by its boundary, which is called the rate-distortion function R(D).

At first glance, determining R(D) seems hopeless. The rate-distortion theorem (Theorem 2 below) equates this optimization
problem with another seemingly disparate one. Instead of viewing x1, x2, . . . as a string of symbols, we view them as a
realization of a stochastic process generated by an information source {Xk}∞k=1. The output of the decoder is also viewed as
an information source {X̃k}∞k=1 for which X̃i has realizations x̃k in the reproduction alphabet X̃ . For now, we assume that Xk

and X̃k are discrete random variables with marginal probability distributions pk(x) = P(Xk = x) and pk(x̃) = P(X̃k = x̃),
and joint probability distribution pk(x, x̃) = P(Xk = x, X̃k = x̃). We also make two strong simplifying assumptions: first,
that Xi are i.i.d. copies of random variable X; and second, that the decoder is memoryless, so that X̃i are i.i.d. copies of a
random variable X̃ . In this case, pk(x, x̃) is independent of k, and so we speak of p(x, x̃) without fear of confusion.

To understand the rate-distortion theorem, we must briefly define certain information measures. The Shannon entropy [82]
of a random variable X , denoted

H[X] := −
∑
x∈X

p(x) log2 p(x),

in units of bits, is colloquially known as a measure of uncertainty, and is operationally the expected number of “yes/no”
questions needed to identify a realization of X . Accordingly, entropy H[X] is maximal (log2 |X |) when p(x) is uniform on
X and 0 when p(x) has support on only one element in X . A practical interpretation of entropy is given by the source coding
theorem. Transmitting N symbols from an information source using a string of 0s and 1s requires at least NH[X] bits, and
this lower bound is asymptotically (N →∞) achievable.

The conditional entropy of X̃ given X quantifies our uncertainty about X̃ given knowledge of X and is defined as H[X̃|X] :=
−∑x∈X , x̃∈X̃ p(x, x̃) log2 p(x̃|x), where p(x̃|x) is the conditional probability of observing x̃ given x. The shared or mutual
information between X and X̃ quantifies our information gain about X knowing X̃ , or our reduction in X’s uncertainty:

I[X; X̃] := H[X̃]−H[X̃|X] =
∑
x∈X

∑
x̃∈X̃

p(x)p(x̃|x) log2

p(x̃|x)

p(x̃)
. (11)

We choose the convention that 0 log2 0 = 0 and, when both p(x̃|x) and p(x̃) are 0, we set the term p(x̃|x) log2
p(x̃|x)
p(x̃) to also

be 0. Later, we shall relax the assumption that X and X̃ are discrete random variables in defining these quantities.

Theorem 2. (The rate-distortion theorem) The rate-distortion function R(D) can be computed as:

R(D) = min
p(x̃|x):E[d]=D

I[X; X̃].

For a proof of Theorem 2, see e.g. Chapter 8 in [107]. Notice here that the distortion inequality constraint has become the
equality D = E[d] :=

∑
x,x̃ p(x, x̃)d(x, x̃). The optimal stochastic codebooks p(x̃|x) which achieve this minimum are often

more interesting than the rate-distortion function itself. For instance, they are thought of as “soft clusters” in the machine
learning literature (e.g., [97], [88]). See Figs. 8, 9, and 10 for some examples of optimal codebooks.

This still leaves us with the problem of effectively computing the rate-distortion function and optimal stochastic codebooks
given an input distribution p(x) and distortion d(x, x̃). The mutual information I[X; X̃] is a convex function of p(x̃|x), the
equality constraint E[d] = D is linear in p(x̃|x), and the implied normalization constraint

∑
x̃ p(x̃|x) = 1 is also linear.

Therefore, calculating the rate-distortion function reduces to the convex linear program of minimizing

Lβ := I[X; X̃] + β

∑
x,x̃

p(x, x̃)d(x, x̃)−D

−∑
x

γ(x)

(∑
x̃

p(x̃|x)− 1

)
, (12)

with respect to p(x̃|x) for each β.
The first term in Lβ is the coding rate that we wish to minimize, the second term constrains the expected distortion E[d],

and the third term is a normalization. (There are additional inequality constraints, p(x̃|x) ≥ 0, restricting solutions to a product
∆ of simplices.) Once we obtain

pβ(x̃|x) := argminp(x̃|x)∈∆Lβ , (13)
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Fig. 8. RD for lossy addition. a) Rate-distortion function R(D). b) (Top) Distortion Dβ defined in (14). To find optimal stochastic codebooks and the
rate-distortion function, we iterate Eq. 17 for some number of iterations T at various β between 0 and 10. The plot shows corresponding estimates of
the R(D) function for several steps T , as in the legend, with rate in bits on the x-axis and expected distortion on the y-axis. At T = 50 iterations, the
estimate of the rate-distortion function is nearly the same as its estimate at T = 5000 iterations, illustrating convergence. The stars (∗) on the curves indicate
β’s at which the estimated solutions p(T )(x̃|x) were visually examined. Arrows point to particular curve (and so T ), rate, and distortion. Each box is the
image of the matrix representing p(T )(x̃|x) and shading translates probability according to the colorbar shown in b. Rows and columns are both ordered by
(0, 0), (0, 1), (1, 0), (1, 1). Left-to-right, marked points have β = 3.8, 1.3, .43, .15, .05.

we can determine our desired quantities:

Rβ =
∑
x,x̃

p(x)pβ(x̃|x) log2

pβ(x̃|x)

pβ(x̃)
and Dβ =

∑
x,x̃

p(x)pβ(x̃|x)d(x, x̃), (14)

which parametrically trace out the rate-distortion function R(D) (whose slope is −β at differentiable D = Dβ [8, Theorem
2.5.1]).

There are several different numerical approaches to calculating pβ(x̃|x), but most are based on gradient descent of the
Lagrangian in (12). Specifically, we seek a matrix pβ(x̃|x) for which

∂Lβ
∂p(x̃|x)

|pβ(x̃|x) = 0. (15)

After some straightforward algebra [8, Ch. 2] manipulating (15), one finds that pβ(x̃|x) satisfies the following equation:

pβ(x̃|x) = pβ(x̃)e−βd(x,x̃)/Z(x, β), (16)

where the normalization constraint
∑
x̃ pβ(x̃|x) = 1 implies that Z(x, β) =

∑
x̃ pβ(x̃)e−βd(x,x̃). Expression (16) is then used

to construct a dynamical system which converges to the desired pβ(x̃|x).
For instance, the Blahut-Arimoto (BA) algorithm [4], [10] corresponds to iterating (16) until convergence (t = 0, 1, . . . , T ):

p(t+1)(x̃|x) = p(t)(x̃)e−βd(x,x̃)/Z(t+1)(x, β),

p(t+1)(x̃) =
∑
x

p(x)p(t+1)(x̃|x),

Z(t+1)(x, β) =
∑
x̃

p(t)(x̃)e−βd(x,x̃). (17)

If p(0)(x̃|x) ∈ ∆ (i.e., p(0)(x̃|x) ≥ 0 and
∑
x̃ p

(0)(x̃|x) = 1), then it is easy to see that p(t)(x̃|x) will remain in ∆.7 Moreover,
one can prove that as t→∞, the codebook p(t)(x̃|x) converges to the optimal one pβ(x̃|x) [18].

7Note that in other applications, such as the information bottleneck method [97], the distortion d(x, x̃) might depend on p(x̃|x) and will therefore need to
be recomputed at each timestep t.
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The discussion in this section can be extended to general random variables. In particular, when X and X̃ are both continuous,
and a joint probability density function p(x, x̃) exists, the extended definitions are essentially equivalent to those here except
that sums are replaced with integrals. Furthermore, the derivation above can be replaced with a calculus of variations argument
[8, Ch. 4.2], and the resulting Euler-Lagrange equations also take the form (16).

Still, rate-distortion theorists generally face the difficult problem of how to choose a distortion function, as optimal stochastic
codebooks can change drastically with d. This occurs because choice of distortion implicitly corresponds to a decision of what
is being computed, in some limited sense of the word “computed”. The issue is particularly important for image compression,
as it is well-known that commonly-used mean-squared error correlates poorly with perceptual distortion [104].

Example: Lossy addition by probabilistic hash table

We illustrate RD theory by constructing a code that approximately adds two numbers. Though elementary, this example
(distributed functional source coding [63]) shows how to use RD theory for constructing imperfect computational devices.

Consider the following distortion measure on binary vectors x = (x1, x2) and y = (y1, y2):

d(x,y) = |(x1 + x2)− (y1 + y2)|.
Notice that (0, 1) and (1, 0) are equivalent as far as d is concerned, as both have x1 + x2 = 1, whereas both (0, 0) and (1, 1)
are distinguishable from each other and from (0, 1) and (1, 0).

The structure of d has strong implications for the β →∞ limit of optimal codebooks pβ . To understand why, we temporarily
consider a more general setting. Let p(x) = 1

|X | be uniform, and assume that d is symmetric: d(x, x̃) = d(x̃, x). We claim:

lim
β→∞

pβ(x̃|x) =

{
0 d(x, x̃) > 0,

1
|{y:d(x,y)=0}| d(x, x̃) = 0.

(18)

To verify this informally, one can check that the solution satisfies equation (16). In other words, the β → ∞ limit implicitly
clusters inputs x according to the equivalence relation x ∼ x̃ if and only if d(x, x̃) = 0.8

Applied to our example, we have limβ→∞ pβ(x̃|x) = δx,x̃ when x = (0, 0) or (1, 1) (here, δ is the Kronecker delta), and

lim
β→∞

pβ(x̃|x) =

{
0 x̃ = (0, 0), (1, 1)
1
2 x̃ = (0, 1), (1, 0)

, when x = (0, 1) or (1, 0).

Thus, binary vectors with identical sum are clustered together. These codebooks, however, provide no direction for how to
assign function output to the soft clusters given by pβ(x̃|x). One straightforward procedure is to output x̃1 +x̃2 with probability
pβ(x̃|x) when presented with x, similar in spirit to the idea of a “soft heap”.

Fig. 8 shows estimated pβ(x̃|x) and R(D) for the lossy adder defined above. The different curves are estimations of the rate-
distortion function at different numbers of iterating (17). Comparison of the curves resulting from 50 and 5000 BA iterations
reveals that the estimated R(D) has essentially converged after 50 steps. Inspection of pβ(x̃|x) also suggests that no solution,
for any β, differentiates between inputs (0, 1) and (1, 0) For small enough β, the codebook pβ(x̃|x) is represented by a single
“cluster”, a solution with zero rate. If a lossy adder were constructed based on this solution, one would simply output 1
regardless of input. This zero-rate solution can be seen as the flat plateau in Fig. 8b (black line). For β > 1, the codebooks
pβ(x̃|x) begin to differentiate between (0, 0), (1, 1), and the input pair (0, 1), (1, 0). When β = 10, we recover a solution
pβ(x̃|x) that is indistinguishable from the β →∞ limiting codebook in the paragraph above.

In computing applications, deterministic codebooks are often preferable to the usually stochastic ones pβ(x̃|x). Even then,
rate-distortion theory provides a guide for choosing between algorithms: R(D) functions can validate clustering performance.
An example of this for 2× 2 DRNN image coding will be presented in the next section.

VI. NEAR-OPTIMAL DRNN CODING OF TERNARIZED NATURAL IMAGE PATCHES

We next quantify the quality of the ON/OFF DRNN patch coding described in Section II, but emphasize that modeling
and compression are not equivalent goals [96]. Our estimated Lenz-Ising model is not perfect at matching the probabilities
of discretized natural image patches. However, matching the local maxima of the data distribution nonetheless allows one to
construct a near-optimal deterministic codebook for natural images in a rate-distortion sense, as we shall now explain.

Consider the Hamming distance d(x, x̃) between two ON/OFF patches x and x̃, and an input source p(x) given by the
empirical distribution q(x) of ternarized 2 × 2 patches as displayed in Fig. 7a. The deterministic codebook derived from the
corresponding Hopfield network is given by p(x̃|x) = δx̃,x∗ , where x∗ is the attractor of the dynamics initialized at x. The
resulting output distribution places a probability p(x̃) =

∑
x:x∗=x̃ q(x) at every binary vector x̃.

Examples of these codebooks are shown in Fig. 7b for networks fit to natural image patches, whitened patches, and artificially
constructed patches. These diagrams are partial representations of the poset structure of ON/OFF patches subject to the DRNN

8This can be extended to informational distortions (i.e., the information bottleneck method [97]), in which case it can be shown that the β →∞ limit of
rate-distortion objectives recover minimal sufficient statistics [81].
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Fig. 9. Using rate-distortion to validate DRNN as near-optimal lossy transducer. Optimal stochastic codebooks pβ(x̃|x) were calculated
using the BA algorithm described by (17), Section V, with the number of iterations indicated by the shade of the curve. a) Rate-distortion
function, with rate in bits on the y-axis and the expected distortion on the x-axis. Note that DRNN coding (circle) of natural patches is near-
optimal (compare with III in c). Also, note that distortion zero point has rate 3.84 (which equals here the entropy of the discretized ON/OFF
patches). b) Dβ on the y-axis vs. “inverse temperature” β on the x-axis; see Eq. (14). c) Optimal stochastic codebooks at corresponding
star (∗) markers (left-to-right) in ab, evaluated using the BA algorithm with 10, 000 iterations; ordering of 81 states is left-to-right down the
rows in ON/OFF key in Fig. 7a; entries are shaded by reverse of colorbar in Fig. 7a. Note the sparsity of all optimal codebooks.

dynamics. A full representation of this poset structure might look like Fig. 2, showing exactly which patterns follow single
updates. The deterministic codebooks displayed in Fig. 7b can be compared to the optimal stochastic ones depicted in Fig. 9c.
Note that the optimal codebook pβ(x̃|x) (III; β ≈ 3) resembles the natural deterministic one shown in Fig. 7a. Also, as shown
in Fig. 9b, this optimal pβ is close to a transition between codebooks that copy the input and low-rate, high-distortion solutions.

We suspect that the similarity between optimal stochastic codebook and the DRNN one allows the network to nearly
achieve performance bounds imposed by rate-distortion theory. In Fig. 9a, we compare the rate and expected distortion of
the deterministic (natural image) coder to the asymptotically achievable rates and distortions. The coding rate I[X; X̃] and
expected distortion E[d] of each of these codebooks is calculated using formulae given in Section V.9 Interestingly, networks
trained on natural image patches and whitened natural patches have nearly identical rates and expected distortions (Fig. 7b).

VII. OPTIMAL CODINGS OF CONTINUOUS VARIABLES ARE USUALLY DISCRETE

Almost all compression in signal processing for continuous-valued signals involves “quantization”. For example, many
methods for compressing an image patch first Fourier transform it and then discretize the resulting coefficients. From this
traditional mindset, quantization is usually seen as a necessary but cumbersome step to actually code images on a computer
(with more lossy settings corresponding to ignoring higher frequency components). However, a theorem discovered in [26],
[76] for mean-squared error distortions states that optimal reproduction variables X̃ are often discrete even when the original
information source emits continuous-valued signals. Viewed from the perspective of this mathematical fact, discretization of
the original signal (or optimization of an agent’s actions [58]) is key to compression rather than a post-transform nuisance.

Previous proofs of this theorem, however, were slightly incomplete. The equations used to show that the reproduction
alphabet is discrete were derived by assuming the existence of a well-defined probability density function pβ(x̃|x), which, the
proofs then go on to argue, usually does not exist. This section is devoted to outlining a measure-theoretic formulation of the
problem that circumvents this technical difficulty. We refer to [27] for requisite background in analysis and probability.

9Since this transducer is deterministic, so that H[X̃|X] = 0, the coding rate is simply the entropy of the probability distribution over fixed-points in the
network: I[X; X̃] = H[X̃]−H[X̃|X] = H[X̃]. Note that it is not always the case that H[X̃] = I[X; X̃] for stochastic codebooks.
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Let µ be a random variable (i.e., a standard Lebesgue-Rokhlin probability measure on R) such that the support of µ lies
in R := [−A,A] for some positive A. We define a coding of µ to be a family of Borel probability measures {νx}x∈R on R,
each of which has the property that x 7→ νx(E) is µ-measurable for each Borel set E. Given this data, there is a construction
[50] (usually overlooked as being necessary in the literature) of a measure λ on the product space R2 = R×R satisfying:∫ (∫

fdνx(x̃)

)
dµ(x) =

∫
fdλ, for f ∈ L+(R×R).

Given such a measure λ, we have a marginal distribution:

ν(E) =

∫
R

νx(E)dµ(x) = λ(R× E), for each Borel set E.

Also, set π = µ× ν to be the standard (independent) product distribution on R2.
With these basic notions in place, we can define the distortion and rate of a coding {νx}x∈R. The expected distortion is

E[d] :=

∫
d(x, x̃) dλ,

and the coding rate is

I[λ] := sup
{Gi}

N∑
i=1

λ(Gi) log
λ(Gi)

π(Gi)
,

where {Gi}Ni=1 is a finite10 partition of R×R into rectangles. When I[λ] <∞, the Radon-Nikodym derivative dλ
dπ exists and

we have [73, Theorem 2.4.2] (compare with definition (11)):

I[λ] =

∫
log

dλ

dπ
dλ.

Let ΛD denote the set of measures on R2 with expected distortion E[d] = D, and with the proper marginal distribution
µ(E) = λ(E ×R), for all Borel sets E. The original optimization problem from Section V now reads:

R(D) = inf
λ∈ΛD

I[λ].

We note that [89], [90] studied a related optimization problem asking for the input probability measure µ that maximizes I[λ]
given a fixed coding {νx}x∈R.

Before stating the precise form of the continuous-to-discrete coding theorem that we shall prove here, we need to extend
optimal coding to that of a continuous variable. First, we have the following measure-theoretic analogue to the limit of (17).

Lemma 2. (Optimization lemma [89], [90], [74]) For all D > 0, there is a unique coding and corresponding joint probability
measure λ attaining the infimum of I[λ] on ΛD.

Proof. As ΛD is a compact, convex topological space under the Lévy-Prokhorov metric [56] and I[λ] is a strictly convex
function of λ, the conclusion follows.

From Lemma 2, there is a unique λ∗ ∈ ΛD which minimizes I[λ]:

λ∗ := arg min
λ∈ΛD

I[λ].

The uniqueness and existence of this optimal coding λ∗ is crucial for proving the main result of this section.

Theorem 3. Let µ be any random variable with bounded support R, and let ρ be any nonnegative analytic function. If d is
any distortion on R×R given by d(x, x̃) = ρ(x̃− x), then the optimal coding of µ with distortion D has finite support.

Much of the legwork for this result takes place in verifying the following lemma and its main implication, Eq. (20).

Lemma 3. (First order conditions) Assume that µ has bounded support R and that d is normal (i.e., d(x, x) = 0 and
d(x, x̃) < ∞ for all x, x̃). Define λ∗ as above, let ν∗ be the corresponding marginal distribution, and let π∗ = µ × ν∗. The
Radon-Nikodym derivative dλ∗

dπ∗ exists and satisfies for some β ≥ 0:

dλ∗

dπ∗
=
e−βd(x,x̃)

Z(x, β)
, (19)

for all (x, x̃) in the support of λ∗, where Z(x, β) =
∫
e−βd(x,x̃)dν∗. Additionally, for all x̃ in the support of ν∗, we have:

1 =

∫
1

Z(x, β)
e−βd(x,x̃)dµ(x). (20)

10In [73], there are countably many rectangles, but since R is bounded we can restrict to a finite set.
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Proof. Given any λ ∈ ΛD, define
λε := (1− ε)λ∗ + ελ.

Also, denote the weak derivative of I by I ′:

I ′[λ∗] := lim
ε→0+

I[λε]− I[λ∗]

ε
.

Since λ∗ is the global minimum of I[λ] in ΛD, we have I ′[λ∗] ≥ 0. But from [90], a necessary and sufficient condition for
I[λ∗] = infλ∈ΛD I[λ] is that I ′[λ∗] ≤ 0; so together, we search for I ′[λ∗] = 0.

Consider the coding νx = 1
m(R) , where m is standard Lebesque measure. By construction this coding has finite expected

distortion and rate; hence, for all nonzero expected distortions D, we have I[λ∗] = R(D) <∞. As stated earlier, this implies
that dλ∗

dπ∗ exists and that I[λ∗] =
∫

log dλ∗

dπ∗ dλ
∗. Continuity of I[λ] in λ [90] implies that I[λε] is also finite, so that dλε

dπε
exists

where πε = (1− ε)π∗ + επ and I[λε] =
∫

log dλε
dπε

dλε.
We restrict ourselves to perturbations λ such that λε � λ∗ � π∗ � πε so that the chain rule can be applied to Radon-

Nikodym derivatives. This still provides us with enough necessary conditions on dλ∗

dπ∗ . The chain rule gives:

dλε
dπε

=
dλε
dλ∗

dλ∗

dπ∗
dπ∗

dπε
,

so that
log

dλε
dπε

= log
dλε
dλ∗

+ log
dλ∗

dπ∗
+ log

dπ∗

dπε
.

It is straightforward to show that λ� λ∗ under the assumption that λε � λ∗, since if λ∗(E) = 0 then λε(E) = 0, giving
λ(E) = λ(E)−(1−ε)λ∗(E)

ε = 0. Then, dλ
dλ∗ exists and dλε

dλ∗ = (1 − ε) + ε dλdλ∗ . Similar logic implies dπ∗

dπε
= 1

1−ε

(
1− ε dπdπε

)
.

Together, this allows us to express the difference I[λε]− I[λ∗] =
∫

log dλε
dπε

dλε −
∫

log dλ∗

dπ∗ dλ
∗ as follows:

I[λε]− I[λ∗] =

∫
log

dλε
dλ∗

dλε +

∫
log

dλ∗

dπ∗
dλε +

∫
log

dπ∗

dπε
dλε −

∫
log

dλ∗

dπ∗
dλ∗

= (1− ε)
∫

log

(
(1− ε) + ε

dλ

dλ∗

)
dλ∗ + ε

∫
log

(
(1− ε) + ε

dλ

dλ∗

)
dλ∗ + (1− ε)

∫
log

dλ∗

dπ∗
dλ∗

+ε

∫
log

dλ∗

dπ∗
dλ+

∫
log

(
1

1− ε

(
1− ε dπ

dπε

))
dλε −

∫
log

dλ∗

dπ∗
dλ∗

= (1− ε)
∫

log

(
1 +

ε

1− ε
dλ

dλ∗

)
dλ∗ + ε

∫
log

(
1 +

ε

1− ε
dλ

dλ∗

)
dλ∗ − ε

∫
log

dλ∗

dπ∗
dλ∗

+ε

∫
log

dλ∗

dπ∗
dλ+

∫
log

(
1− ε dπ

dπε

)
dλε

=

∫ (1− ε) log
(

1 + ε
1−ε

dλ
dλ∗

)
ε

dλ∗ +

∫
log

(
1 +

ε

1− ε
dλ

dλ∗

)
dλ∗ −

∫
log

dλ∗

dπ∗
dλ∗

+

∫
log

dλ∗

dπ∗
dλ+

∫ log
(

1− ε dπdπε
)

ε
dλε.

Since R is bounded, each of the Radon-Nikodym derivatives dλ
dλ∗ and dπ

dπε
is too; hence, the integrands

(1−ε) log(1+ ε
1−ε

dλ
dλ∗ )

ε ,

log
(

1 + ε
1−ε

dλ
dλ∗

)
, and

log(1−ε dπdπε )
ε above are bounded for small ε. From an application of L’Hopitals Rule, we find that

limε→0+
(1−ε) log(1+ ε

1−ε
dλ
dλ∗ )

ε = dλ
dλ∗ and limε→0+

log(1−ε dπdπε )
ε = − dπ

dπε
. The dominated convergence theorem then implies:

I ′[λ∗] =

∫
dλ

dλ∗
dλ∗ +

∫
log

dλ∗

dπ∗
d(λ− λ∗)−

∫
dπ

dπ∗
dλ∗.

It follows from these calculations that
∫

dλ
dλ∗ dλ

∗ = 1. Note also that dπ
dπ∗ = dν

dν∗ , and so
∫

dπ
dπ∗ dλ

∗ = 1. Hence,

I ′[λ∗] =

∫
log

dλ∗

dπ∗
d(λ− λ∗).

Since λ ∈ ΛD, we have
∫
d(x, x̃)d(λ − λ∗) = 0 and

∫
γ(x)d(λ − λ∗) = 0 for any γ(x) ∈ L+. Thus, a necessary condition

for λ∗ to have I[λ∗] = R(D) is

0 =

∫ (
log

dλ∗

dπ∗
+ βd(x, x̃) + γ(x)

)
d(λ− λ∗),
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Fig. 10. Bifurcation structure in optimal stochastic codebooks for compressing uniform source with mean-squared error distortion. The plot at
left shows the values in the reproduction alphabet X̃ as a function of β. The transparency of the point corresponds to pβ(x̃); lighter points have smaller
probability. The size of the reproduction alphabet increases by 1 at critical βs. At some of these critical β, the values in the reproduction alphabet appear
to change discontinuously; at others, the change is just nondifferentiable. For the former, see the transition from |X̃ | = 2 to |X̃ | = 3; for the latter, see the
transition from |X̃ | = 1 to |X̃ | = 2. The plot at right shows pβ(x|x̃) at β = 3, illustrating the stochastic nature of the codebook.

for some scalar β. Since this holds for any λ ∈ ΛD with λ � λ∗, we must have log dλ∗

dπ∗ + βd(x, x̃) + γ(x) = 0 or Eq. 19
holds for all (x, x̃) in the support of λ∗.

Finally, note that for all Borel sets E:∫
E

(∫
R

dλ∗

dπ∗
dν∗
)
dµ =

∫
E×R

dλ∗

dπ∗
dπ∗ = λ∗(E ×R) = µ(E),

which implies that
∫
R
dλ∗

dπ∗ dν
∗ = 1 for all x ∈ R, giving Z(x, β) =

∫
e−βd(x,x̃)dν∗. Similarly, for all Borel sets E, we have∫

E

(∫
R

dλ∗

dπ∗
dµ

)
dν∗ =

∫
R×E

dλ∗

dπ∗
dπ∗ = λ∗(R× E) = ν∗(E),

which implies that
∫
R
dλ∗

dπ∗ dµ = 1 or, as is easily seen, identity (20) for all x̃ in the support of ν∗.

We next show that optimal reproduction alphabets of continuous-valued input sources are usually discrete. We require only
one more well-known basic fact from analytic function theory.

Fact 1. If F is analytic on a bounded interval R and F (x) = 0 for an infinite number of x ∈ R, then F = 0 on R.

Proof of Theorem 3. Let S be the support of ν∗. Recall from Lemma 2 that ν∗ exists, is unique, and that (20) holds for x̃ ∈ S.
For notational ease, set F (x̃) :=

∫∞
−∞

p(x)
Z(x,β)e

−βd(x,x̃)dx − 1 and the related function G(x̃) :=
∫∞
−∞

p(x)
Z(x,β)e

−βρ(x̃−x)dx − 1,
in which p(x) = dµ

dx . By construction, F (x̃) = G(x̃) for x̃ ∈ R, so G(x̃) = 0 for x̃ ∈ S. We work with G rather than F
in what follows, as the analyticity of ρ and [58, Lemma III.2] imply that G is analytic. By Fact 1, if S has an accumulation
point, then G(x̃) = 0 for almost all x̃ ∈ R, and not only x̃ ∈ S. For ease below, we also set d =∞ outside of R2.

From above, we have that either S has no accumulation point or
∫∞
−∞

p(x)
Z(x,β)e

−βρ(x̃−x)dx = 1 for all x̃ ∈ R. Suppose the
latter holds. We claim that the solution Z(x, β) to this integral equation is unique up to a set of µ-measure 0. If there were some
other solution p(x)/Z ′(x, β), then subtraction would yield

∫∞
−∞ p(x)( 1

Z(x,β) − 1
Z′(x,β) )e−βρ(x̃−x)dx = 0. We recognize this as

a convolution of p(x)( 1
Z(x,β)− 1

Z′(x,β) ) and e−βρ(x), and as the Fourier transform of e−βρ(x) is nonzero almost everywhere, we
have that the Fourier transform of p(x)( 1

Z(x,β) − 1
Z′(x,β) ) is 0 almost everywhere, implying that Z(x, β) = Z ′(x, β) up to a set

of µ-measure 0. It is straightforward to show that this equation is satisfied by p(x)/Z(x, β) = 1/
∫∞
−∞ e−βρ(z)dz. However, for

x /∈ R, the left-hand side is 0 while the right-hand side is some positive number. Hence, we have
∫∞
−∞

p(x)
Z(x,β)e

−βρ(x̃−x)dx = 1
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Issue Partial resolution
Neural networks typically store a linear number of memories Special connectivity and patterns give exponential storage (Theorem 1)

DRNN coding matches model density to input rather than minimizing MSE Competitive with JPEG using perceptual distortion (Figs. 6bd)
2nd-order Lenz-Ising models are determined by their 2nd-order statistics ON/OFF correlations capture higher-order continuous structure (Section IV)

2nd-order Lenz-Ising model is not an excellent fit to data Similar local extrema; near-optimal RD for 2× 2 patches (Fig. 9)
Discrete networks code for discrete alphabets Optimal codings of continuous variables are discrete (Theorem 3)

TABLE II
ISSUES AND PARTIAL RESOLUTIONS FOR DRNN CODING OF NATURAL IMAGES.

for all x̃ ∈ R cannot hold. In particular, the set S has no accumulation point. As R is bounded, we must have that S is a finite
set. The statement of the theorem now follows.

For other distortion measures, discrete support is not optimal when the so-called Shannon lower bound can be attained. Out
of all codings with expected distortion D, consider the coding with maximal conditional entropy H[X̃|X]. This coding then
places a lower bound on I[X; X̃] for codings with expected distortion D, a lower bound called the Shannon lower bound. This
lower bound is, for example, achieved by a Gaussian coding when input is normally distributed and the distortion measure
is mean-squared error. In Theorem 3, we avoided discussion of the Shannon lower bound by way of a special distortion
measure. However, more generally, we should expect the Shannon lower bound to be an important exception to the optimality
of discretely supported codings.

Question 1. What is the most general formulation of Theorem 3?

Even given this theory, rate-distortion functions are hard to compute when the input is a continuous variable. Naive
implementation of the iteration (17) would be to mesh R and approximate p(x̃|x) by a very large matrix. Alternatively,
we can use that X̃ is a discrete variable to simplify computation of rate-distortion function and optimal codebooks [76].

Example: Uniform continuous source and mean-squared error distortion

To illustrate some of the complexity of continuous RD, consider an input source that is uniform in [−1, 1] with squared-error
distortion: d(x, x̃) = (x− x̃)2. To find the optimal coding in this case, we numerically minimize the functional

Lβ = −1

2

∫ 1

−1

log

(∑
x̃∈X

p(x̃)e−β(x−x̃)2

)
dx,

with respect to p(x̃) and the elements of a finite set X (subject to the constraint that p(x̃) ≥ 0 and
∑
x̃ p(x̃) = 1) using the

programming language Python’s integrate and optimization packages (Scipy).
From Fig. 10, we see that there are certain critical β at which the reproduction alphabet X̃ increases in size. These are

markers of bifurcations in the solution space p(x̃|x) with respect to β. At some critical β, mass is “created” at x̃ = 0; at
others, mass “splits” so that a single point mass at x̃ = 0 becomes two points near 0. Examination of these optimal solutions
hint at deep connections between rate-distortion objectives and bifurcation theory, some of which are explored in [69].

We close this section with a very general open problem whose study should bear (mathematical) fruit.

Problem 1. Construct optimal (discrete) codings of continuous input distributions subject to analytic distortion measures.

VIII. CONCLUSION

The new image compression scheme described in Section III seems, at first glance, to violate many principles of statistical
modeling of natural image patches (Table I). As such, its near-optimal compression performance seems surprising. However,
modeling is not compression: an imperfect statistical model can give rise to a high-quality lossy compression scheme. And as
suggested by Sections IV and VII, statistical models of discretized natural image patches may be more natural for compression
efforts, as they do capture information about higher-order local structure while also being true to mathematical results such as
Theorem 3 on quantization. A summary of these resolutions can be found in Table II. As a closing remark, we hope that this
works answers the call [92] for new problems and theorems arising from theoretical investigations into biology.
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